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Abstract

We show that prompt following abilities of text-to-image models can be sub-
stantially improved by training on highly descriptive generated image captions.
Existing text-to-image models struggle to follow detailed image descriptions and
often ignore words or confuse the meaning of prompts. We hypothesize that this
issue stems from noisy and inaccurate image captions in the training dataset. We
address this by training a bespoke image captioner and use it to recaption the
training dataset. We then train several text-to-image models and find that training
on these synthetic captions reliably improves prompt following ability. Finally, we
use these findings to build DALL-E 3: a new text-to-image generation system, and
benchmark its performance on an evaluation designed to measure prompt following,
coherence, and aesthetics, finding that it compares favorably to competitors. We
publish samples and code for these evaluations so that future research can continue
optimizing this important aspect of text-to-image systems.

1 Introduction

Recent advances in generative modeling have allowed text-to-image generative models to achieve
drastic performance improvements. In particular, tackling the problem with sampling-based ap-
proaches such as autoregressive generative modeling([27, [2[1},20,30]] or using diffusion processes[25}
6l 11151124 (191 122]] have allowed us to decompose the problem of image generation into small, discrete
steps which are more tractable for neural networks to learn.

In parallel, researchers have found ways to build image generators out of stacks of self-attention
layers|[/15, 3, 4]]. Decoupling image generation from the implicit spatial biases of convolutions
has allowed text-to-image models to reliably improve via the well-studied scaling properties of
transformers.

Combined with a sufficiently large dataset, these approaches have enabled the training of large
text-to-image models which are capable of generating imagery which is rapidly approaching the
quality of photographs and artwork that humans can produce.
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An outstanding challenge in the field is the controllability of image generation systems, which often
overlook the words, word ordering, or meaning in a given caption. We refer to these challenges with
the term “prompt following™.

This problem has been pointed out in several works: |[Rassin et al.|(2022)) pointed out that DALL-E 2
does not enforce a constraint where each word has a single meaning. Saharia et al.| (2022) propose
to improve it by conditioning on pre-trained language models, and introduces an evaluation called
Drawbench which surfaces common prompt following issues. |Yu et al.|(2022b) in parallel introduce
their own benchmark, Parti Prompts, and show that scaling autoregressive image generators is an
alternative way to improve prompt following.

In this work, we propose a new approach to addressing prompt following: caption improvement. We
hypothesize that a fundamental issue with existing text-to-image models is the poor quality of the
text and image pairing of the datasets they were trained on, an issue that has been pointed out in other
works such as|Jia et al.| (2021)). We propose to address this by generating improved captions for the
images in our dataset. We do this by first learning a robust image captioner which produces detailed,
accurate descriptions of images. We then apply this captioner to our dataset to produce more detailed
captions. We finally train text-to-image models on our improved dataset.

Training on synthetic data is not a new concept. For example, [Yu et al.|(2022b) mention that they
apply this technique in training their scaled autoregressive image generators. Our contribution is in
building a novel, descriptive image captioning system and measuring the impact of using synthetic
captions when training generative models. We also establish a reproducible baseline performance
profile for a suite of evals that measure prompt following.

This paper focuses on evaluating the improved prompt following of DALL-E 3 as a result of training
on highly descriptive generated captions. It does not cover training or implementation details of the
DALL-E 3 model. We provide a high level overview of our strategy for training an image captioner in
Section 2] evaluation of text-to-image models trained on original vs. generated captions in Section 3]
evaluation of DALL-E 3 in Section[d] and discussion of limitations and risk in Section 3}
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