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ABSTRACT

We introduce GDPval, a benchmark evaluating Al model capabilities on real-
world economically valuable tasks. GDPval covers the majority of U.S. Bureau
of Labor Statistics Work Activities for 44 occupations across the top 9 sectors
contributing to U.S. GDP (Gross Domestic Product). Tasks are constructed from
the representative work of industry professionals with an average of 14 years of
experience. We find that frontier model performance on GDPval is improving
roughly linearly over time, and that the current best frontier models are approach-
ing industry experts in deliverable quality. We analyze the potential for frontier
models, when paired with human oversight, to perform GDPval tasks cheaper and
faster than unaided experts. We also demonstrate that increased reasoning effort,
increased task context, and increased scaffolding improves model performance on
GDPval. Finally, we open-source a gold subset of 220 tasks and provide a pub-
lic automated grading service at evals.openai.com to facilitate future research in
understanding real-world model capabilities.

1 INTRODUCTION

There is growing debate about how increasingly capable Al models could affect the labor market—
whether by automating specific tasks, replacing entire occupations, or creating entirely new kinds
of work (Brynjolfsson et al.,[2025}; |Chen et al.|[2025)). Current approaches to measure the economic
impact of Al focus on indicators such as adoption rates, usage patterns, and GDP growth attributed
to Al (Chatterji et al., 2025; [Tamkin et al., 2024; |Appel et al., 2025} |Acemoglu, 2025} Bick et al.,
2024). However, historical evidence from technological shifts—such as electricity, airplanes, and
computers—shows that the transition from invention to economy-wide permeation often takes years
or even decades, requiring regulatory, cultural, and procedural changes (David, |1990; Brynjolfsson
& Hitt, [2000; Brynjolfsson et al.l 2019} |Dwivedi et al., [2021; [Solowl |1987). Therefore, while infor-
mative when available, these methods are lagging indicators of Al impacts. We consider an alternate
method for understanding the potential economic impacts of Al: directly measuring Al model ca-
pabilities. Al capability evaluations can provide clearer, more directly attributable evidence about
model abilities, allowing us to assess economic relevance ahead of widespread adoption.

Our paper introduces the first version of GDPval, a benchmark evaluating Al model performance
on real-world economically valuable tasks. GDPval covers the top 9 sectors contributing to U.S.
GDP (Gross Domestic Product), with at least 30 tasks per occupation in the full set (and 5 tasks per
occupation in the gold subset), across 44 occupations. Each task is constructed based on actual work
product created by an expert professional. Given the complexity of automatically grading these
tasks, our primary evaluation metric is head-to-head human expert comparison. We also provide
an experimental automated grader service for the 220 open-sourced gold subset of tasks. Future
GDPval iterations will incorporate greater breadth, realism, interactivity, and contextual nuance.

The initial version of GDPval offers several advantages over existing Al model evaluations:

*Equal contribution. Correspondence to tejal @openai.com.


evals.openai.com

Manufacturing Engineer: Design 3D Financial and Investment Analyst: Create Registered Nurse: Assess skin lesion
model of cable reel stand for assembly line competitor landscape for last mile delivery images and create consultation report

Prompt+ task context:  Experienced humman dolerable:

Film and Video Editor: Create high-energy Customer Service: Email response to Concierge: Create week-long luxury
intro reel with video and audio dissatisfied customer requesting return Bahamas itinerary for family of four

Prompt + task context:  Exparienced hurman delerable:

Order Clerk: Audit pricing inconsistencies Real Estate Agent: Design sales brochure Recreation worker: Optimize table layout
in purchase orders for new DC property for spring vendor fair

Figure 1: Example GDPval tasks from full set

* Realism: Unlike AI benchmarks in the style of an academic test that focus on reasoning
difficulty (e.g., [Phan et al| (2025)); Hendrycks et al.| (2020); Rein et al.| (2023)); [Liu et al.
(2023)), tasks are based on actual work product from industry experts, validated through
multiple rounds and review, and tied to time and cost required for completion.

* Representative breadth: Unlike AI evaluations focused on specific domains like soft-
ware engineering (e.g., [Miserendino et al.| (2025)), the GDPval full set covers 1,320 tasks
across 44 occupations, sourced to cover the majority of Work Activities tracked by O*NET
for each occupation |U.S. Department of Labor, Employment and Training Administration|
(2024). This top-down approach allows for representativeness of tasks across occupations.
We also build on production Al usage analyses (e.g., Tamkin et al.| (2024); [Chatterji et al.
(2025); |Appel et al.| (2025)) to cover areas where model adoption is still emerging.

* Computer use and multi-modality: Tasks require manipulating a variety of formats (e.g.,
CAD design files, photos, video, audio, social media posts, diagrams, slide decks, spread-
sheets, and customer support conversations). Each task also requires parsing through up to
17 reference files in the gold subset, and 38 in the full set.

* Subjectivity: In addition to correctness, expert graders often consider subjective factors
such as structure, style, format, aesthetics, and relevance. Our dataset also therefore serves
as a helpful testbed to assess automated grader performance.

* No “upper limit”: Unlike metrics that could saturate quickly, our primary metric is win-
rate, which allows for continuous evaluation. Currently, we compare model outputs against
a human expert baseline, but we could replace our baseline with increasingly strong models
over time and keep evaluating.

* Long-horizon difficulty: Tasks require an average of 7 hours of work for an expert pro-
fessional to complete. On the high end, tasks span up to multiple weeks of work.

2 TASK CREATION

We first identify the sectors that contribute most to U.S. GDP, then source tasks drawn from the
highest-earning knowledge work occupations within those sectors.

2.1 PRIORITIZING OCCUPATIONS

GDPval covers tasks from 9 sectors and 44 occupations that collectively earn $3T annually. We
detail below the methodology behind our initial version.

To choose the initial occupations, we:



1. Selected sectors that contribute over 5% to US GDP as determined by Q2 2024 Value
Added by Industry as a Percentage of Gross Domestic Product (see |Federal Reserve Bank:
of St. Louis|(2025)). These 9 sectors are shown in Table 1.

2. Selected the 5 occupations [H within each sector that contribute most to total wages
and compensation and are predominantly digital. We took a task-based approach to
determining if an occupation should be classified as “predominantly digital.” Specifically,
we identified all tasks for an occupation from O*NET, a database of occupational data,
definitions and tasks from the U.S. Department of Labor. Similar to|Elondou et al.| (2023)),
we prompted GPT-4o to classify each task as digital or non-digital, and then classified the
overall occupation as digital if at least 60% of its component tasks were digital. To calcu-

late this percentage, we weighted tasks by the “relevance,” “importance,” and “frequency”
scores for each task reported in O*NET Task Ratings.

We further validated the representativeness of our digital tasks measure by benchmarking it against
the |Acemoglu & Autor| (2011) task content framework. The correlations we observe—digital
tasks increasing with non-routine cognitive content and decreasing with routine and manual con-
tent—demonstrate alignment with established economic measures of work, as per appendix

For wage and occupation data, we used O*NET’s May 2024 national employment and wage esti-
mates to calculate total wages for 831 occupations (U.S. Bureau of Labor Statistics| (2025b)) and
further detailed in appendix
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Figure 2: GDPval includes real-world work from 44 occupations.

2.2 EXPERT RECRUITMENT

We recruited expert industry professionals to create realistic tasks based on their professional work
experience. Experts were required to have a minimum of 4 years of professional experience in their
occupation and a strong resume with a demonstrated history of professional recognition, promo-
tion, and management responsibilities. The average expert had 14 years of experience. We further
required experts to pass a video interview, a background check, a training and a quiz to partici-
pate in the project. Experts were well compensated for their time and experience. Some of the
prior employers of our industry experts include: Accenture, Aetna, Apple, AXA Advisors, Bank

"We assigned occupations to sectors by using the 2023 BLS National Employment Matrix from|U.S. Bureau
of Labor Statistics| (2025a) to map occupations to sectors by identifying the sector with the highest employment
for each occupation. For more detail, see appendix



of America, Barclays, BBC News, Boeing, Budget Rent a Car, Capital One, Centers for Disease
Control and Prevention, Citigroup, Condé Nast, CVS Pharmacy, U.S. Department of Defense, Dis-
ney, Douglas Elliman, E¥*TRADE, Federal Trade Commission, General Electric, Goldman Sachs,
Google, Guggenheim Partners, HBO, IBM, JPMorgan Chase, Johnson & Johnson, Kmart, Kirk-
land & Ellis LLP, LinkedIn, Lockheed Martin, Macy’s, Massachusetts General Hospital, Meta, Mi-
crosoft, Morgan Stanley, National Park Service, NFL Network, Oracle, Paul, Weiss, Rifkind, Whar-
ton & Garrison LLP, Prudential, PwC, Raytheon, Sally Beauty, Samsung, SAP, Scientific American,
Sotheby’s, Telegraph Media Group, Thermo Fisher Scientific, TIME, Twilio, U.S. Department of
Justice, United States Air Force, United States Postal Service, Walgreens, Wells Fargo, White &
Case LLP, and Whole Foods.

2.3 TASK CREATION

Each GDPval task consists of two primary components: a request (often with reference files) and
a deliverable (work product). Experts classified their requests against O*NET occupational tasks
for their occupation to ensure broad and representative coverage across tasks (U.S. Bureau of Labor
Statistics, [2025a). More details on task characteristics can be found in appendix@ To assess task
quality, we asked occupational experts to rate each task on its difficulty, representativeness, time to
complete, and overall quality against real-world standards for their occupation. Each task’s dollar
value was estimated by multiplying the average estimated completion time by median hourly wages
for the corresponding occupation from OEWS data (U.S. Bureau of Labor Statistics, |2025b).

2.4 TASK QUALITY CONTROL PIPELINE
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Figure 3: Tasks undergo multiple rounds of review to ensure realism and quality.

All 1,320 tasks in the full GDPval set went through an iterative review pipeline involving both
automated model-based screening and multiple stages of human expert review. Each task received
an average of five human reviews (with a minimum of three reviews).

Across all stages of review, experts provided detailed comments, and tasks were iteratively revised
before subsequent reviews to enhance quality and representativeness, as detailed in appendix [A.3]

2.5 HUMAN EXPERT GRADING AND AUTOMATED GRADING

To grade the 220 open-sourced gold subset, we conducted blinded expert pairwise comparisons,
where experts in the relevant occupation were presented with a request and reference files and asked
to rank two or more unlabeled work deliverables.

On average, grading each comparison for the gold subset took over an hour. Additional occupational
experts were sourced to grade human and model deliverables. Experts provided detailed justifica-
tions for their choices and rankings, which enabled us to compute our headline win-rates for various
models compared to the human expert completion.



(a) Pairwise Grading Setup (b) Agreement with Humans

Figure 4. GDPval uses pairwise expert comparisons for grading. We also create an experimental
automated grader. We nd that automated grader agreement is within 5% of human inter-rater
agreement on the GDPval gold subset.

For the gold subset, we trained an experimental grading model to perform pairwise comparisons
in the style of industry professional experts. Although limited, the automated grader is faster and
cheaper than expert grading, and achieves 66% agreement with human expert graders, only 5%
below human expert inter-rating agreement of 71%. Further detail is in apgendlix A.6.

3 EXPERIMENTS AND RESULTS

3.1 HEADLINE RESULTS

Figure 5: On human pairwise comparisons, models are beginning to approach parity with industry
experts on the GDPval gold subset.



Figure 6: Performance of OpenAl frontier models increased roughly linearly over time on the GDP-
val gold subset.

We evaluated GPT-40, 04-mini, 03, GPT-5, Claude Opus 4.1, Gemini 2.5 Pro, and Grok 4 using blind
pairwise comparisons by professional industry expertSlaude Opus 4.1 was the best performing
model on the GDPval gold subset, excelling in particular on aesthetics (e.g., document formatting,
slide layout), while GPT-5 excelled in particular on accuracy (e.g., carefully following instructions,
performing correct calculations) as per g. 8. This distinction is also shown in appendix A.2.3,
where GPT-5 performs better on pure text, which is more of a measure of pure textual intelligence,
but Claude performs better on le types like .pdf, .xslx, and .ppt, demonstrating better visual and
aesthetic abilities. In g. 5, on the GDPval gold subset, 47.6% of deliverables by Claude Opus
4.1 were graded as better than (wins) or as good as (ties) the human deliverable. Model deliverables
outperformed or matched expert humans' deliverables in just over half the tasks.

3.2 SPEED AND COST COMPARISON

We analyzed several scenarios to understand the potential speed and cost savings ratio of frontier
models on the GDPval gold subset tasks in appendix A.2mthe scenarios analyzed, incorporat-

ing frontier Al models into expert work ows showed the potential to save time and money relative to
unaided experts. Fig 7 summarizes expected savings under a “try using the model and if still unsat-
isfactory, x it yourself” setup. Here, an expert human samples from a model, reviews outputs, and

if unsatisfactory, resamples and repeats. If no satisfactory output is obtained, the human completes
the task themselves. Under this setup, as well as other setups (e.g., directly using model outputs,
trying the model just once before doing work directly), model assistance can potentially save the
expert time and money.

2\We aimed to keep comparisons as blind as possible, but model samples may still have been identi -
able due to stylistic differences. OpenAl outputs often used em dashes, Claude outputs frequently adopted
rst-person phrasing, and Grok occasionally referred to itself as Grok. Although lenames were scrubbed
of model identi ers, to preserve sample identity, we did not alter style or content, so experts may still have
been able to infer model origins. We sampled Claude via the Ul to enable the maximum GDPval-relevant
features. For example, for Claude, we wanted to evaluate its "Upgraded le creation and analysis' feature
(https://lwww.anthropic.com/news/create- les). For the OpenAl models, we enabled the web search tool and
the code interpreter tool, with background sampling. We also preinstalled several libraries not available in he
base image, see appendix A.6.4. For plots shown, we sampled each model 3 times for each prompt, and then
had 3 different human graders grade each sample (yielding 9 comparisons per prompt, per model, across 220
tasks).

3We caveat also that the occupations and task types covered by text tend to be different than those that
involve multi-modal

“We were not able to obtain cost estimates for Claude, Gemini, and Grok.



Figure 7: In the scenarios we analyze, models show the potential to save time and money by coupling
Al assistance with expert human oversight. Here, we show speed and cost savings from a “try
times, and if still unsatisfactory, x it yourself” approach as detailed in appendix A.2.4.

3.3 MODEL STRENGTHS AND WEAKNESSES

We built a clustering pipeline to analyze why experts preferred or rejected GPT-5 high, Claude Opus
4.1, Gemini 2.5 Pro, and Grok 4 deliverables as shown in §.@laude, Grok, and Gemini most

often lost due to instruction-following failures, while GPT-5 high lost mainly from formatting errors
and had the fewest instruction-following issues. Gemini and Grok frequently promised but failed to
provide deliverables, ignored reference data, or used the wrong format. GPT-5 and Grok showed the
fewest accuracy errors, though all models sometimes hallucinated data or miscalculated.

3.4 INCREASING REASONING EFFORT AND SCAFFOLDING

To understand the impact of reasoning effort on model performance, we ran GDPval on the 03 and
GPT-5 models at low, medium, and high reasoning effort. We found that additional reasoning effort
improved performance.

We were also interested in measuring how easily we could improve model capabilities with prompts.
For example, many of the observed GPT-5 failure modes were due to obvious formatting errors.
We created a prompt which encouraged GPT-5 to rigorously check deliverables for correctness,
check layouts by rendering les as images, avoid nonstandard unicode characters, and avoid excess
verbosity. The prompt applies generally to multimodal economic tasks and is not overt to any
given question (see appendix A.3 for details). We also improved agent scaffolding by enabling GET
requests in the container and performing best-of-N sampling with N=4 and a GPT-5 judge.

Prompting fully eliminated black-square artifacts from GPT-5 responses, which previously affected
over half of generated PDFs, and reduced egregious formatting errors in PowerPoint les from
86% to 64%. This can be partially attributed to a sharp increase in agents using their multi-modal
capabilities to inspect deliverables (159% 97%). Prompting also improved human preference
winrates by 5 percentage points in Figure 9b. These easy performance gains suggest there are paths
to agent improvement on GDPval tasks by training or scaffolding them to be more thorough and
take full advantage of their multimodal capabilities.

SSamples were clustered using expert justi cations; labels were mutually exclusive and left blank when the
rationale was unclear.
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